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ABSTRACT. David Marr provided a useful framework for theorizing about cognition
within classical, AI-style cognitive science, in terms of three levels of description: the
levels of (i) cognitive function, (ii) algorithm and (iii) physical implementation. We
generalize this framework: (i) cognitive state transitions, (ii) mathematical/functional
design and (iii) physical implementation or realization. Specifying the middle, design
level to be the theory of dynamical systems yields a nonclassical, alternative framework
that suits (but is not committed to) connectionism. We consider how a brain's (or a
network's) being a dynamical system might be the key both to its realizing various
essential features of cognition - productivity, systematicity, structure-sensitive processing,
syntax - and also to a non-classical solution of (frame-type) problems plaguing classical
cognitive science.

In this paper we describe a foundational framework for cognitive
science that differs quite radically from the framework of classical, AIstyle, cognitive science. We do this in two steps. First we generalize
David Marr's (1982) influential characterization of classical cognitive
science in terms of three levels of description. This leads to a general
framework for cognitive science. We then fill in the general framework
in a specific nonclassical way, resulting in an alternative framework.
The central idea of the alternative framework is that the mathematics
of cognition is the continuous mathematics of dynamical systems, rather
than the discrete mathematics of logic and computer programs. Since
the theory of dynamical systems provides the natural mathematical
characterization of connectionist networks, connectionist research could
potentially develop within our alternative framework, thereby further
articulating and supporting the framework. Recent connectionist work
incorporating representations with rich recursiveness, such as Pollack
(1990) and Berg (1992), partially inspires the alternative approach and
evidently fits naturally within it. But the framework is not officially
committed to connectionist-style network structures per se.
More generally, the suggestion that brains are nonlinear dynamical
systems is becoming increasingly common. This has been taken to mean
that cognitive systems are in some sense dynamical systems. But what
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does a brain's (or network's) being a dynamical system have to do with
its being a cognitive system? What does its being a dynamical system
tell us about belief fixation or acting for reasons, for example? In this
paper we suggest a framework in terms of which to think about such
questions. And we make some preliminary suggestions about how some
properties which cognitive systems arguably must have might be realized in dynamical systems.
In Section 1 we generalize Marr's three levels of description for
classical cognitive science; and we use the generalized version to bring
into focus the fundamental assumptions of classicism. In Section 2 we
set forth some reasons for thinking that classicism is fundamentally
mistaken in certain respects. We do this mainly by citing and elaborating
some highly pessimistic observations about classicism made some time
ago by Jerry Fodor - champion of classical cognitive science and current
philosophical archenemy of connectionism. From this discussion we
derive some desiderata that any potential replacement framework ought
to meet. Sections 3-5 are devoted to articulating the proposed nonclassical framework. In Section 5 we attempt to indicate both its potential for coming to grips with the aspects of human cognition that have
persistently resisted explanation within the classicist paradigm, and its
potential for incorporating in an alternative approach those features of
classicism that may be essential to cognition.

1. L E V E L S O F D E S C R I P T I O N
ASSUMPTIONS

OF

AND

THE

FUNDAMENTAL

CLASSICISM

David Marr argues that in order to understand complex informationprocessing systems, one needs to consider them from three distinct
theoretical levels. He writes:
At one extreme, the top level, is the abstract computational theory of the device, in
which the performance of the device is characterized as a mapping from one kind of
information to another, the abstract properties of this mapping are defined precisely, and
its appropriateness and adequacy for the task are demonstrated. In the center is the
choice of representation for the input and output and algorithm to transform one into
the other. At the other extreme are the details of how the algorithm and representation
are realized physically - the detailed computer architecture, so to speak. (1982, pp. 24-

5)
We can call these three levels (1) the level of the cognitive function, 1
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(2) the level of representation and algorithm and (3) the level of implementation or realization.
An algorithm, or program, is a mathematical object, a set of n~es
for manipulating symbols or data-structures purely on the basis of their
format/structural properties, independent of any intentional content
they might have. Symbols and data-structures, so described, are also
mathematical objects. Thus, the middle level in Marr's typology is a
mathematical level of organization.
In this we have a central and important idea about cognitive design,
which cognitive science has embodied from its inception: what's important about the brain, vis-h-vis mentality, is not its specific neurobiological properties, but rather the abstract functional/organizational properties in virtue of which physical state-transitions are systematically
appropriate to the content of the mental states they subserve. That is,
there is a mathematical level of organization that mediates between
intentional mental states and their physical realization. Intentional mental states and state-transitions are realized by certain mathematical
states and state-transitions, which in turn are realized by certain physical
states and state-transitions. The mathematical level is the appropriate
one for characterizing the abstract system of functional/organizational
features that constitutes Nature's engineering design for human cognition.
Thus Marr's tri-level typology for cognitive science is a species of a
more generic tri-level typology.

Cognitive State-Transitions. The level of the mental qua
mental.

Mathematical State-Transitions. The level of functional organization.

Physical Implementation. The level of the physical qua physical.
Classicism is one species of this genetic three-level approach to
cognition; the nonclassicist alternative we will describe below is another. Examining how classicism itself construes the three levels will
be a useful way of articulating the key foundational assumptions of
classicism, and of pointing toward alternative possibilities involving
different, incompatible, foundational assumptions.
Classicism supposes that the appropriate mathematical framework
for describing cognizers is the theory of computation: mentality is sub-
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served by computational processes, which themselves are physically
implemented in the 'wetware' of the brain. On this view of mind,
cognitive states are realized mathematically by discrete formal structures, many or all of which have language-like syntactic structure. Moreover, the mathematical state-transitions are manipulations and transformations of these representational structures in accordance with
programmable rules that are purely formal, i.e., that advert solely to
the form or structure of the representations and not to their content.
The formal rules over the representations constitute an algorithm: under
the relevant assignment of content to the representations, processing in
conformity to the rules is guaranteed to effect the cognitive transitions
described at the level of cognitive-state transitions.
The contention that cognition is mathematically realized by an algorithm over symbolic representations, i.e., by rule-governed symbol manipulation, involves three basic assumptions:
(1)
(2)
(3)

Intelligent cognition employs structurally complex mental
representations.
Cognitive processing is sensitive to the structure of these
representations (and thereby is sensitive to their content).
Cognitive processing conforms to precise, exceptionless
rules, statable over the representations themselves and articulable in the format of a computer program.

Although (2) implies (1), since you cannot have structure sensitive
processing without structure, these two claims are worth distinguishing
explicitly in order to highlight representational structure as well as
structure-sensitive processing. Claims (2) and (3) are frequently not
distinguished at all or are taken to be equivalent. But although (3)
implies (2), (2) does not imply (3) - a fact that will figure importantly
below.
Classicists can, and sometimes do, allow that some computational
processes subserving human cognition might operate on representations
with some kind of formal structure other than language-like syntactic
structure (e.g., imagistic structure). But they also maintain that the
systematic semantic coherence of human thought rests largely, and
essentially, on the computational manipulation of representations that
encode propositional content via language-like syntactic structure. So
classicism makes an additional foundational assumption that is more
specific than (1):
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Many mental representations have syntactic structure.

Assumptions (1)-(4) pertain to the mathematical level of description
as conceived by classicism - the level of computation. But to maintain,
as classicism does, that cognitive transitions are subserved by an algorithm that computes those transitions is to presuppose something about
the top level too, the level of mental states qua mental. The transition
function being computed, after all, is a cognitive transition function
(henceforth, CTF), over total cognitive states (henceforth, TCSs).
Classicism's presupposition about the cognitive level, so basic that its
status as an assumption is often not even noticed, is this:
(5)

Human cognitive transitions conform to a tractably computable cognitive transition function. 2

This is hardly a truism; on the contrary, it is a very strong assumption
indeed. Even granting that human cognitive transitions conform to a
function, there is nothing independent of the assumptions of classicism
to indicate that the cognitive transition function must be computable,
let alone tractably computable. However, this assumption is never, to
the best of our knowledge, argued for on independent grounds. It is
obviously presupposed by classicism, since cognitive transitions couldn't
possibly be subserved by computation unless those transitions were
themselves tractably computable. 3
We will call the rules mentioned in (3) programmable, representation
level rules (for short, PRL rules). It is important that these rules are
supposed to be statable in terms of the representations themselves; i.e.,
they refer solely to those structural aspects of the representations that
play representational roles. Although processing in certain systems may
also conform to rules statable at one or more lower levels (e.g., the
level of machine language in a conventional computer), such lowerlevel rules are not the kind that count. (Henceforth, whenever we talk
about classicism's contention that cognition is subserved by computation, we will mean computation over representations, i.e., processing
that conforms to PRL rules. 4) This is important because there can be
(nonclassical) systems which conform to rules at lower levels, but which
do not conform to rules statable only at the level of representations,
as we discuss in Sections 4 and 5 below.
Classicism does not assert that the PRL rules of cognitive processing
must be represented by (or within) the cognitive system itself. Although
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programs are explicitly represented as stored data structures in the
ubiquitous general-purpose computer, stored programs are not an essential feature of the classical point of view; a classical system can
conform to representation-level rules simply because it is hardwired to
do so. It is, for example, plausible from the classical point of view to
regard some innate processes as hardwired.
Claims (1)-(5), we take it, are the foundational assumptions of classicism. In terms of logical relations, (3) is most basic; for, (3) implies
(1), (2) and (5), while (4) adds the contention that the relevant structure
in the representations is largely, if perhaps not entirely, syntactic. But
in another way, (5) is most basic; for the computational approach to
the mind can't possibly be right unless human cognitive transitions
themselves are tractably computable.
An alternative approach to mentality must reject one or more of
these five assumptions. One possibility would be to reject (4) while
keeping the others. According to this view, classicism's root conception
of the three levels of description for cognitive systems remains basically
correct: human cognition does indeed conform to a tractably computable transition function, and is indeed subserved by an algorithm that
computes that function. But classicism allegedly goes wrong in its view
of how representations are structured, and its associated view about
the kinds of algorithm involved; representations are, on this view,
entirely nonsyntactic, and the PRL rules constituting the algorithm thus
advert entirely to structural features other than syntactic ones.
Some connectionists, and some philosophical fans of connectionism,
often sound as though this is essentially the nonclassical alternative
they espouse: they talk of connectionist systems as performing computations over activation vectors, and they construe activation vectors as
nonsyntactic representations. But this is not the alternative we espouse.
We side with the recalcitrant classicists in doubting whether nonsyntactic computationalism can accommodate the semantic coherence of
thought. 5
Thus, in the framework we favor, assumptions (1), (2) and (4) of
classicism are retained: cognitive processes are sensitive to syntactic
structure. 6 But the most characteristic assumptions of classicism, (3)
and (5), are rejected. Cognition is mathematically realized in a manner
that need not, and in general probably does not, constitute (representation-level) computation. 7 The mathematics of cognition is the potentially far richer mathematics of dynamical systems. (Computation is
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a special case of this kind of mathematical realization.) Even more
fundamentally, cognitive transitions need not, and in general very probably do not, conform to a tractably computable transition function at all.
(Insofar as they do not, of course, cognition cannot be mathematically
realized by representation-level computation.) Connectionist networks
provide one natural way, although not necessarily the only way, to
physically subserve the kinds of mathematical states and state-transitions central to this framework.
2.

TROUBLES

FOR

CLASSICISM

Why should one suppose that a nonclassical approach with the features
just described is worth pursuing? Connectionism emerged as a largescale research program in the 1980s largely in response to certain kinds
of difficulties that had arisen quite persistently and systematically within
classicism. Examination of these difficulties makes it seem quite likely
that they are difficulties in principle, stemming from the fundamental
assumptions of the framework, and not mere temporary setbacks.
Examination also makes it seem most likely that these difficulties
stem from the classical conception of cognition as (representation-level,
algorithmic) computation - and not from the classical requirement of
syntactic structure. It is therefore pertinent to seek a noncomputational
framework for cognitive science, within which a viable notion of structure sensitive processing might find a place. We address the difficulties
within classical cognitive science in the present section, as a prelude to
articulating the alternative framework itself.
These difficulties center largely around what has come to be called
the frame problem. In The Modularity of Mind, Jerry Fodor (1983)
characterizes the frame problem as "the problem of putting a 'frame'
around the set of beliefs that may need to be revised in light of specified
newly available information" (pp. 112-3). In the closing pages of
that work, Fodor argues that the problems look to be in-principle
ones, and hence that the prospects for understanding human cognitive
processes like belief fixation within the framework of classical cognitive
science are very bleak indeed.
The main claim of The Modularity of Mind is that the human cognitive system possesses a number of important subsystems that are modular: domain specific, mandatory, limited in their access to other parts
of the larger cognitive system, fast and informationally encapsulated.
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There is good evidence, Fodor argues, that human input systems, including those that mediate speech perception, exhibit modularity.
Where classicism has gotten somewhere, he says, is in understanding
such modular subsystems, which by their nature delimit the class of
relevant information.
Classicism has made very little progress in understanding central
processes, however. Belief fixation - the generation of new beliefs on
the basis of current input together with other beliefs both occurrent
and nonoccurrent - is a paradigmatic example. Updating of the overall
belief system, in light of currently available new information, is another
closely related example. Fodor argues convincingly that these processes
are nonmodular: they need to have access to a wide range of cognitive
subsystems, and to information on an indefinitely wide range of topics.
And the very considerations that point to nonmodularity, he maintains,
also constitute grounds for extreme pessimism about the prospects for
explaining central processes within the framework of classical computational cognitive science.
Fodor articulates these considerations in terms of the analogy between belief fixation in human cognition and scientific confirmation.
He writes:
Central systems look at what the input systems deliver, and they look at what is in
memory, and they use this information to constrain the computation of 'best hypotheses'
about what the world is like. These processes are, of course, largely unconscious, and
very little is known about their operation. However, it seems reasonable enough that
something can be inferred about them from what we know about explicit processes of
nondemonstrative inference - viz., what we know about empirical inference in science

(p. 104).
Scientific confirmation, "the nondemonstrative fixation of belief in
science", has two crucial features. It is (in Fodor's terminology) isotropic and Quineian. He says:
By saying that confirmation is isotropic, I mean that the facts relevant to the confirmation
of a scientific hypothesis may be drawn from anywhere in the field of previously established empirical (or, of course, demonstrative) truths. Crudely: everything that the scientist knows is, in principle, relevant to determining what else he ought to believe . . . .
By saying that scientific confirmation is Quineian, I mean that the degree of confirmation
assigned to any given hypothesis is sensitive to properties of the entire belief system; as
it were, the shape of our whole science bears on the epistemic status of each scientific
hypothesis. (pp. 105-7)

Being isotropic and being Quineian are two ways in which confirmation
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is hotistic. A n y bit o f actual o r p o t e n t i a l i n f o r m a t i o n f r o m a n y p o r t i o n
of the b e l i e f system m i g h t , i n s o m e c i r c u m s t a n c e s , b e e v i d e n t i a l l y relev a n t to a n y other. A n d c o n f i r m a t i o n is relative to the s t r u c t u r e of the
w h o l e of the c u r r e n t b e l i e f system a n d of p o t e n t i a l successor systems.
Since belief fixation in h u m a n c o g n i t i o n is a m a t t e r of i n d u c t i v e
i n f e r e n c e f r o m the i n f o r m a t i o n p r o v i d e d b y i n p u t systems a n d the
i n f o r m a t i o n i n m e m o r y , e v i d e n t l y it too m u s t b e isotropic a n d Q u i n e i a n .
F o d o r c o n c l u d e s that it m u s t b e n o n m o d u l a r . H e also stresses that these
global aspects of b e l i e f fixation look to b e at the very h e a r t of the
p r o b l e m s that classicism has e n c o u n t e r e d in a t t e m p t i n g to u n d e r s t a n d
such c e n t r a l processes:
The difficulties we encounter when we try to construct theories of central processes are
just the sort we would expect to encounter if such processes are, in essential respects,
Quineian/isotropic . . . . The crux in the construction of such theories is that there seems
to be no way to delimit the sorts of informational resources which may affect, or be
affected by, central processes of problem-solving. We can't, that is to say, plausibly
view the fixation of belief as effected by computations over bounded, local information
structures. A graphic example of this sort of difficulty arises in AI, where it has come to
be known as the "frame problem" (i.e., the problem of putting a "frame" around the
set of beliefs that may need to be revised in light of specified newly available information)
(pp. t12-3).
O n e classical research strategy has b e e n to artificially delimit necessary i n f o r m a t i o n a l resources b y c o n s i d e r i n g artificially simple ' w o r l d s '
or artificially c i r c u m s c r i b e d task d o m a i n s . Such a p p r o a c h e s have n o t o r i ously failed to 'scale u p ' .
A n d w h e n o n e considers the sorry history of a t t e m p t s in p h i l o s o p h y
of science to c o n s t r u c t a t h e o r y of c o n f i r m a t i o n , the prospects for
u n d e r s t a n d i n g c e n t r a l processing w i t h i n the classical c o m p u t a t i o n a l
p a r a d i g m l o o k very d i s c o u r a g i n g i n d e e d :
Consider... the situation in the philosophy of science, where we can see the issues about
fixation of belief writ large. Here an interesting contrast is between deductive logic the history of which is, surely, one of the great success stories of human history - and
confirmation theory which, by fairly general consensus, is a field that mostly does not
exist. My point is that this asymmetry, too, is likely no accident. Deductive logic is the
theory of validity, and validity is a local property of sentences. Roughly, the idea is that
the validity of a sentence is determined given a specification of its logical form, and the
logical form of a sentence is determined given a specification of its vocabulary and syntax.
In this respect, the level of validity contrasts starkly with its level of confirmation, since
the latter.., is highly sensitive to global properties of belief systems . . . . The problem
in both cases is to get the structure of the entire belief system to bear on individual
occasions of belief fixation. We have, to put it bluntly, no computational formalisms that
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show us how to do this, and we have no idea how such formalisms might be developed . . . . In this respect, cognitive science hasn't even started; we are literally no
farther advanced than we were in the darkest days of behaviorism . . . . If someone - a
Dreyfus, for example - were to ask us why we should even suppose that the digital
computer is a plausible mechanism for the simulation of global cognitive processes, the
answering silence would be deafening. (pp. 128-9)

These are wise words. Let us underscore their wisdom by dwelling
just a bit on the depth of, and the apparently in-principle nature of, the
difficulties encountered by attempts to model global cognitive processes
computationally. Take, first, the Quineian aspect of belief systems.
Simplicity and conservatism are properties of (or relations between)
belief systems that depend upon the formal, semantic and evidential
relations among all of the beliefs in the system(s). A computational
system would have to somehow survey the entire stock of beliefs, in a
manner that tracks all the multifarious interconnections among the
beliefs, and somehow derive a measure of net overall simplicity and net
overall conservatism from these local features. As Fodor said, "We
h a v e . . , no computational formalisms that show us how to do this,
a n d . . , no idea how such formalisms might be d e v e l o p e d . . . ".
In addition, when new information comes in from the input modules,
the central system would have to find, from among the vastly many
competing, incompatible, ways of revising the whole system to accommodate this new information, a mode of revision that maintains overall
simplicity and conservatism better than most of the others. All this
would have to be done via tractable computation, executable quite
rapidly. Not only do we have no computational formalisms that show
us how to do this; it's a highly credible hypothesis that a (tractable)
computational system with these features is just impossible, for belief
systems on the scale possessed by human beings.
Now consider isotropy - the potential relevance of anything to anything. Fodor's definition of isotropy suggests that the problem is that
there is too m u c h that may need to be considered, and that there is no
known manageable way to bring what is needed into consideration.
This is typical of the way frame type problems are perceived. And such
problems are formidable indeed. Consider, for example, the problem
of fetching items from memory that are relevant to determining whether
a new putative belief should be accepted or rejected. For a belief system
of any size, of course, it is utterly inefficient to search through each bit
of old information to see whether and how it is relevant. The problem
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here is sometimes thought of as a problem of representing commonsense information - i.e., representing it in a way that leads to access
when relevant - and sometimes as the problem of content addressabte
memory. But these labels really obscure the extent of the difficulty.
Does the system first identify a bit of information stored in memory as
relevant, and then retrieve it? But how can it identify the information
as relevant until it is found? Apparently the system must find the
information in memory and identify it as relevant all at once. As Hume
said, " O n e would think that the whole intellectual world of ideas was
at once subjected to our view, and that we did nothing but pick out
such as were most proper for our purposes" (Treatise, I, I, vii, p. 24).
What seems to be needed is relevance addressable memory, whatever
that might be. Once again, we lack the slightest clue how a tractable
computational process could accomplish this for belief systems of the
size possessed by humans. Indeed, it seems entirely likely that it can't
be done via (classical) computation at all. From the point of view of
computationalism, Hume's succeeding remark is quite apt: those ideas
"are thus collected by a kind of magical faculty in the soul, w h i c h . . , is
however inexplicable by the utmost efforts of human understanding".
But there is actually an even deeper problem concerning relevance,
a problem suggested by Fodor's talk of local versus global properties
and by his comparison with the historical failure of confirmation theory:
viz., that relevance itself is a Quineian as well as an isotropic property.
How is (e.g., confirmatory) relevance to be determined computationally? Consider the matter of a particular cognitive system inferring
that a certain organism is black from the fact that it is a crow. This
inference might (though it need not) involve a belief to the effect that
almost all crows are black, or a belief that if something is a crow, then
it is very likely to be black. Such a belief would support the (defeasible)
inference that the organism in question is black. But such general or
probabilistic beliefs do not stand on their own. They need something
like a belief that several black crows have been observed and no or
very few nonblack ones. 8 Yet the belief that several black crows and
no nonblack ones have been observed does not, by itself, support an
inference concerning crows in general or concerning any particular
crow. To put the matter briefly, the predicate 'black' must be projectible
for the cognitive system - more precisely, it must be projectible relative
to the predicate 'crow'. But the projectibility of one predicate for a
cognitive system depends upon features of a great many other relevantly
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(!) similar predicates within the cognitive system - as does the projectibility of those predicates depend, in part upon features of the
behavior of 'black' within the system. Belief fixation depends upon
projectibility, and in the real world, projectibility of any single predicate
for a cognitive system is a global property of that system.
For human beings, of course, some predicates are projectible (relative
to others) and some are not. Which predicates are projectibte must be
determined somehow, and however it is done, it is a matter properly
regarded as cognitive. Our bet is that it is not done by (classical)
computation - i.e., by an algorithm over representations. To adapt
Fodor's words: "We h a v e . . , no computational formalisms that show
us how to [determine projectibility of predicates], and we have no idea
how such formalisms might be developed". 9
There is nothing in these considerations to suggest that cognitive
systems do not need representations with syntactic structure; rather,
the problems concern relations between syntactically structured representations - relations that may be too rich to be captured in algorithms.
Fodor, in the passage quoted most recently above, is telling us that
human central processing evidently must be subserved by mathematical
transitions quite dramatically different from any kinds of computation
we currently know about or can even contemplate. He comes right to
the brink of saying that computation (i.e., algorithms) per se very
probably just won't do. If indeed it won't do, then cognitive science
will need to step over the brink; it will need, at the mathematical level
of description, some form of mathematics different from the mathematics of algorithms.
Fortunately, there is a body of mathematical concepts, techniques,
and results that has some promise for filling this tall order, and that
goes naturally with connectionism: dynamical systems theory.
3.

DYNAMICAL

SYSTEMS

AND

CONNECTIONIST

NETWORKS

10

If one focuses on the theoretical and mathematical aspects of the recent
connectionist movement in cognitive science, one finds connectionists
increasingly invoking the mathematics of dynamical systems. It is also
becoming increasingly important in cognitive neuroscience; cf. Churchland (1986), Amit (1989), Skarda and Freeman (1987) and Freeman
(1991), Bussomier, et. al. (1992). The mathematics of dynamical systems is fundamentally continuous mathematics rather than discrete
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mathematics - even though it can be brought to bear on systems which,
at the relevant level of description, are literally discrete (say, because
they evolve in discrete time-steps). In classicism, on the other hand,
discrete mathematics is the natural mode of description: computation,
as investigated in logic and computability theory, is the discrete, stepwise, rule-governed manipulation of symbols and data structures. An
algorithm, or a program, is a set of rules for such discrete symbol
manipulation.
To treat a system as a dynamical system is to specify in a certain way
its temporal evolution, both actual and hypothetical. The set of all
possible states of the system - so characterized - is the system's abstract
state space. Each magnitude or parameter of the system is a separate
dimension of this space, and each possible state of the system, as
determined by the values of these parameters, is a point in its state
space.
In classical mechanics, for instance, the magnitudes determining the
state space of a given mechanical system are the instantaneous positions, masses and velocities of the various bodies in the system. Temporal evolution of such a system, from one point in its state space to
another, is determined by Newton's laws, which apply globally to the
entire state of the system at an initial time. 11
Connectionist systems are naturally describable, mathematically, as
dynamical systems. The magnitudes determining the state space of a
given connectionist system are the instantaneous activation levels of
each of the nodes in the network. Thus the state space of a network is
frequently called its 'activation space'. The activation space of a network has as many dimensions as the network has nodes. The rules
governing the system's temporal evolution apply locally, at each node
of the system; this simultaneous local updating of all nodes determines
the system's evolution through time.
A dynamical system, as such, is essentially the full collection of
temporal trajectories the system would follow through state space with a trajectory emanating from each possible point in state space. A
dynamical system can be identified with a set of state space trajectories
in roughly the same sense in which a formal system can be identified
with the set of its theorems. Just as there are many different axiomatizations of a formal system such as $5 or the classical propositional calculus, so likewise there might be many different mathematical ways of
delineating a certain dynamical system or class of dynamical systems.
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(It is common practice to use the term 'dynamical system' ambiguously
for abstract mathematical systems and for physical systems - such as
planetary systems and certain networks - whose behavior can be specified via some associated mathematical dynamical system. In the present
paper, we use the term mainly for mathematical systems.)
An attractor in state space is a point, or a set of points, toward which
the system will evolve from any of various other points. These others
are said to lie within the basin of the attractor - the idea being that
the attractor itself lies at the bottom of the basin. The boundary of an
attractor basin separates those points in state space lying within the
basin from those lying outside it. A point attractor is a single stable
point in state space; when a system evolves to a point attractor, it will
remain in that state (unless perturbed). A periodic attractor is an orbit
in state space that repeats back on itself; when a system evolves to a
periodic attractor, it will oscillate perpetually through the same sequence of states (unless perturbed). A quasiperiodic attractor is an orbit
in state space which, although it is not literally periodic, is asymptotic to
a periodic trajectory. A chaotic (or strange) attractor is a nonrepeating
orbit in state space that is not quasiperiodic. 12 (Chaotic attractors are
probably important in the brain's information processing. See Skarda
and Freeman (1987), Freeman (1991) and Kaufmann (1991).)
A dynamical system can be thought of as a geometrical/topological
mathematical object. A useful geometrical metaphor for dynamical
systems is the notion of a landscape. Consider a system involving just
two magnitudes; its associated state space is two dimensional, and thus
can be envisioned as a Cartesian plane. Now imagine this plane being
topologically molded into a contoured, non-Euclidean, two dimensional
surface. Imagine this 'landscape' oriented horizontally, in three dimensional space, in such a way that for each point p in the system's two
dimensional state space, the path along the landscape that a ball would
follow if positioned at p and then allowed to roll freely is the temporal
trajectory that the system itself would follow, through its state space,
if it were to evolve (without perturbation) from p. A dynamical system
involving n distinct magnitudes can be thought of as a landscape too; it
is the n-dimensional analog of such a two dimensional, non-Euclidean,
contoured surface: i.e., a topological molding of the n-dimensional state
space such that, were this surface oriented 'horizontally' in an (n + 1)
dimensional space, a ball would 'roll along the landscape', from any
initial point, in a way that corresponds to the way the system itself
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would evolve through its state space (barring perturbation) from that
point.
In connectionist models, cognitive processing is typically construed
as the system's evolution along its activation landscape from one point
in activation space to another - where at least the beginning and end
points are interpreted as realizing intentional states. Often, for instance,
a problem is posed to the system by activating a set of nodes which are
interpreted as having a certain content. From a dynamical systems
perspective, this amounts to positioning the system at some point in its
state or activation space. (Which specific point this is will often depend
also on the current activation level of nodes other than those involved
in posing the problem.) The network eventually settles into a stable
state which constitutes its 'solution' to the problem - another point in
its activation space. From the dynamical systems perspective, the system
has evolved to a point attractor, from an initial point - the posed
problem - within the associated attractor basin.
Connectionist networks 'learn' by progressive incremental changes
in the weights, bringing about appropriate changes in the system's
trajectories through activation space. Hence it is natural to think of
learning in a connectionist network as molding its activation landscape. 13
Henceforth in this paper, we will frame our discussion with an eye
toward connectionist networks as the sorts of physical devices that are
to subserve cognitive processing: we will adopt the working hypothesis
that the dynamical systems associated with human cognition are physically realizable by such networks. Our focus will be mainly on cognitive
processing in a fixed network, rather than on learning; since the relevant
dynamical system will thus be one whose dimensions correspond to
activation levels of individual nodes, we will frequently refer to such a
mathematical system as an 'activation landscape'. For simplicity, we
will couch our remarks in terms of entire connectionist networks, and
the entire activation landscape subserved by a given network. But it
should be kept in mind that a total connectionist network can consist
of distinct, though interacting, subnetworks; and hence can be mathematically analyzed as subserving separate, though coupled, dynamical
systems. At the mathematical level of description, in such a case,
the component dynamical systems are embedded in a larger, higherdimensional, total dynamical system - just as the component physical
sub-networks are embedded in a larger total network.
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Though we focus on connectionism for concreteness, our discussion
below is not necessarily limited to connectionist systems per se. Humanlike cognition might only be subservable by network physical systems
quite different in nature from current connectionist networks; and in
principle, our subsequent discussion would carry over, mutatis mutandis, to such alternative systems. Moreover, it is probably a mistake
anyway to treat the notion of a connectionist system as determined by
the sorts of networks currently being explored under the rubric of
connectionism. In a broader sense, a 'connectionist system' might better
be construed simply as any dynamical system, physically realized by a
network architecture. In this broader sense, there are numerous possible connectionist systems (including human brains, perhaps) that differ substantially from the kinds of networks currently being explored
by connectionists.
4.

THE

ALTERNATIVE

MATHEMATICAL

AND

FRAMEWORK,

I: THE

IMPLEMENTATIONAL

COGNITIVE,

LEVELS

The approach to cognition we favor is a nonclassical instantiation of
the key idea that the mental and physical levels are mediated by states
and state-transitions at a mathematical level of description, a level
which is thus the locus of Nature's cognitive design. Briefly, the alternative framework may be sketched as follows.

Cognitive State-Transitions
At the level of the mental qua mental, the cognitive system
has general dispositions to evolve from one total cognitive
state (TCS) to another in content-appropriate ways. The
cognitive state-transitions need not (and in general, probably do not) conform to a tractably computable transition
function. The system's cognitive dispositions are systematizable via psychological laws that contain ceteris paribus
clauses adverting to psychology-level exceptions (cf. Horgan and Tienson 1990). These laws need not be (and in
general, probably cannot be) refined into general psychological laws lacking psychology-level exceptions.
Mathematical State-Transitions
Cognition is mathematically subserved by a dynamical system, under a realization relation linking TCSs to points in
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the dynamical system's state space. Although some dynamical systems also are mathematically describable as
conforming to an algorithm over representations, the
mathematical states and state-transitions subserving cognition need not (and in general probably do not) constitute
an algorithm that computes cognitive transitions. TM

Physical Implementation
At the physical level, the dynamical system is subserved
by a neural network of some sort. As noted above, we
here adopt the working hypothesis that connectionist networks constitute appropriate physical devices for implementing the relevant kinds of dynamical systems. Points in the state space of the dynamical system are realized
by total activation patterns in the associated network, with
each dimension of the state space corresponding to the
activation value of a corresponding node in the network.
The dynamical system is thus a high-dimensional activation landscape.
Let us elaborate, beginning with the cognitive level. What does it
mean for a human cognitive transition function (CTF) not to be tractably computable? The CTF itself can be construed as an enormous set
of ordered pairs, each of which associates a single TCS with a set of
one or more successor TCSs. One way to specify this function would
be via a huge (possibly infinite) list, each ordered pair in the CTF being
specified by a separate entry on the list. Such a list, even if finite,
would be truly gargantuan - far too big to itself constitute a set of
programmable rules. 15 So a tractably computable CTF, given the enormous number of distinct cognitive transitions it includes, would have
to be fully specifiable in some way other than via a brute list.
What classicism assumes, of course, is that a human CTF is specifiable
via some set of general laws over cognitive states; each determinate
cognitive transition-type is supposedly just a particular instance of these
laws, and the CTF delineated by the laws is supposedly tractably computable. So if the CTF is not completely specifiable by such general
laws then it will not be tractably computable.
This would not necessarily mean, however, that there would be no
interesting, systematic, psychological laws. In the alternative nonclassical framework we espouse, there are psychological laws but they are
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soft. They give interesting, general characterizations of the behavior of
a cognitive system, but they do not specify a CTF, because they contain
ineliminable ceteris paribus clauses adverting to potential psychologylevel factors that could prevent ceteris from being paribus. Soft laws
cannot be 'refined' into laws that remain true, remain general in scope
and lack same-level exceptions. 16 This is no defect; soft laws, we maintain, are the only kind that psychology needs (Horgan and Tienson
1989, 1990, forthcoming b).
We turn now to the mathematical level of description, and its interrelations with the cognitive level. In a dynamical system, the mathematical
states are points in the system's state-space. So, on the approach we
are recommending here, TCSs are mathematically realized by points in
high-dimensional activation space: these points are the representations.
In general, a given TCS might be realizable either singly (i.e., by only
one point in activation space), or multiply (by more than one point).
Not every point in activation space need be a representation; in fact,
typically, very few will be. (In connectionist networks which pass activation back and forth during multiple time steps before settling into a
stable state, typically all or most of the intervening states receive no
semantic interpretation.)
We have been talking of total cognitive states, and of points in
activation space as representations - i.e., as realizations of these TCSs.
But it is common in the connectionist literature to treat activation
vectors' as representations; typically the vectors assigned this status
specify activation values only for some nodes, not for them all. The
connection is as follows. Since each element of an activation vector
corresponds to a dimension in activation space, the vector itself explicitly specifies a set of coordinates in activation space. It thereby
implicitly specifies a class of points in activation space, viz., all those
points that have the specified coordinates. Each of these points will
realize the representation in question. 17 (The fewer the number of
elements in the vector, in comparison to the total number of nodes in
the network, the more points in activation space will have the specified
coordinates.) In a sense, to speak of the vector itself as a representation,
i.e., as the mathematical state subserving a given cognitive state, can
be seen as a convenient shorthand way of saying that this cognitive
state is mathematically realized by each of the points in activation space
with the coordinates the vector specifies; the cognitive state is multiply
realizable mathematically. 18 However, even mathematically the vector
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is the representation more robustly than this suggests, for having the
specified coordinates is just what all those points have in common. And
physically, it is just the activation of the nodes mentioned in the activation vector that constitutes the realization of the representation.
In general, the failure of a CTF to be tractably computable could be
the result of either or both of two factors: (i) the dynamical system
itself, whose mathematical state transitions might not be tractably computable; or (ii) the way TCSs are realized as points in the dynamical
system's state space. Concerning the first factor, dynamical systems
whose transitions are computable are actually a relative rarity, and it
is certainly possible for noncomputable dynamical systems to be subserved by neural networks - at least if the networks are made more
analog in nature by letting the nodes take on a continuous range of
activation values, and/or letting them update themselves instantaneously rather than by discrete time steps (cf. Mulhauser 1993a, b).
Moveover, even if the mathematical state-transitions of the dynamical
system are tractably computable (as they are for current connectionist
systems, which are usually simulated on standard computers), the CTF
subserved by the dynamical system might fail to be tractably computable
anyway. Consider the converse of the realization relation between TCSs
and points in a dynamical system's state-space. This is a function - call
it the r e a l i z e s - f u n c t i o n - mapping points in a dynamical system's state
space to TCSs. (It is a function because it never pairs a point in state
space with more than one TCS.) This function itself might not be
tractably computable. If not, then obviously it would not be possible
to compute cognitive transitions this way: given the initial mathematical
state of the dynamical system, (i) compute the dynamical system's
trajectory through state space; and (ii) for each point p on the trajectory, compute the TCS (if any) realized by p. And if the cognitive
transitions subserved by the dynamical system are not computable in
t h i s way, it seems likely that they would turn out not to be tractably
computable in any other way either. That is, there might well be a
network-subservable dynamical system S, a CTF C and a realizesfunction R, such that
(i)
(ii)
(iii)

S's mathematical state-transitions are tractably computable;
S subserves C, under R; and yet
C is not tractably computable.

So underlying (tractable) computability does not imply higher-level

324

TERENCE

HORGAN

AND

JOHN

TIENSON

(tractable) computability. One should not infer, from the fact that a
system's mathematical state transitions are tractably computable, that
it cannot subserve a CTF which fails to be tractably computable. Nor
should one suppose that an algorithm for computing the system's mathematical state-transitions automatically counts as an algorithm for computing its cognitive transitions, i.e., as a set of PRL rules. 19
At the physical level of description, according to the connectionist
version of this framework for cognitive science, the dynamical system
that subserves a human cognition is itself implemented by a connectionist network. 2° Two points deserve stressing, in this connection.
First, as dramatic recent developments in the mathematics of dynamical
systems have shown, physical systems in nature can realize dynamical
systems involving enormously complex, and enormously non homogeneous, variation in local topography at different local regions of
the abstract temporal landscape. This local topological complexity can
involve, among other factors, the nature of the attractors, including
chaotic ones; the nature of the basin boundaries, including fractal ones;
and highly intricate intertwinings of attractor basins, some of them
fractal. 21
Second, this enormous topographical complexity can be exhibited by
dynamical systems subservable by connectionist networks. For one
thing, the complexity tends to be especially pronounced in nonlinear
dynamical systems; and the equations governing local activation-updating in each node of connectionist network are nonlinear. In addition,
such complexity already arises even in physical systems whose governing
equations are much simpler than those governing connectionist networks; so there is all the more reason for it to arise when the equations
get more complicated. 22
5o

THE

ALTERNATIVE

FRAMEWORK

COGNITIVE

II:

PRINCIPLES

OR

DESIGN

As a mathematical framework, dynamical systems theory is far richer
than the theory of algorithms. From the point of view of dynamical
systems, algorithms can be treated as a (very) special case. So limiting
oneself to algorithms in the determination of cognitive transitions is a
very severe limitation if dynamical systems can serve as the design-level
determiners of cognitive transitions.
However, it is easy to see how algorithms could determine cognitive
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transitions; it is not so easy to see how dynamical systems could do so.
In this section we suggest a way to see the connection between dynamical systems and cognition.
The arguments rehearsed in Section 2 strongly suggest the need to
drop what we called assumption (3) of classicism - programmable
representation level (PRL) rules, or algorithms - and with it assumption
(5) - tractable computability of cognitive transitions. But these arguments do not in any obvious way call into question assumptions (1),
(2) and (4) of classicism - processing sensitive to the syntactic structure
of representations. In one part of this section we consider how syntactic
structure and structure sensitive processing might be subserved by network realizable dynamical systems, by discussing four interrelated 'design' features of cognitive systems - structural encoding of semantic
properties, structure sensitive processing, productivity and systematicity, and syntax proper.
Connectionism has been touted as an alternative to the classical
picture of cognition, to be preferred to classicism in light of the troubles
highlighted in Section 2. And we have been advocating dynamical
systems, the natural mathematics of connectionism, as potentially richer
than any discrete mathematics of cognition. But it is not clear what
relevance the relative mathematical richness of dynamical systems can
have for solving the problems that motivated Fodor's gloomy prognosis
for classicism. We conclude this section by discussing three design
features associated with connectionism - structural embodiment of implicit information, learning as implicit information acquisition, and multiple simultaneous soft constraint satisfaction. We consider what each
of them amounts to from the dynamical systems point of view and how
each might be implicated in the isotropic and Quineian features of
cognition that seem problematic for classicism.

5.1. Intrinsic vs. Dispositional Realization
As a prelude to considering specific design features, we will make some
general remarks about inter-level realization relations in connection
with the alternative framework as so far described. Let us distinguish
two quite different ways that structure in higher-order states and statetransitions can be realized at lower levels of description:
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Intrinsic Realization
Higher-order structure is realized by intrinsic lower-order
structure. In the case of physical realization, abstract
mathematical or cognitive structure is realized by the intrinsic physical structure of physical states tokened in the
physical machine.
Dispositional Realization
Higher-order structure is realized only in the overall c o u n t e r f a c t u a l p r o f i l e of potential temporal evolutions from one
total lower-order state to another. In the case of physical
realization, abstract mathematical or cognitive structure is
realized in the totality of potential physical processes of
the physical system, not in the physical structure that is
the categorical basis for the overall physical counterfactual
profile.
Marr's three-level framework, and our generalization of it, postulate
two realization (or implementation) relations. Cognitive structure is
realized in mathematical structure, and that mathematical structure is
in turn realized in physical structure. In classicism, both of these realization relations are intrinsic; in our alternative framework, both are
dispositional.
In the classical framework, the intentional structure (typically, propositional structure) of the cognitive state is encoded in the structure of
the mathematical state (i.e., the syntactically structured abstract object
to which PRL rules apply) - syntax mirrors semantics. And this syntactic structure is in turn realized rather directly in the physical structure of
the physical system.23 Consequently, there is a fairly close relationship
between the structure of the cognitive - top-level - state and the
structure of the p h y s i c a l - lowest-level - state by which it is realized. 24
It is clear that on the alternative, dynamical systems framework we
have been sketching, matters must be quite different. Cognitive states
are realized mathematically by p o i n t s 25 in activation space; since these
points have no intrinsic mathematical structure, the structure of cognitive states c a n n o t be encoded by the intrinsic features of the mathematical states which realize them. Realization of the mathematical system
by a physical network presents somewhat the reverse situation: each
point in activation space corresponds to a total physical state of the
physical network. Therefore there must be, not a direct, but a very
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abstract relationship between cognitive structure and its physical realization, mediated by a crucial, middle design level.
Specific cognitive states often are identified with vectors that specify
activation levels of only some of the nodes of a network, and the
physical counterpart of such a vector is an activation pattern over some
local portion of a network. But the physical structure of an activation
pattern in that local portion of the network will not be similar to the
cognitive structure of the state that it realizes. This much is virtually
required by a pair of theses: (i) that cognitive states have propositional
structure and (ii) that cognitive systems are realized by networks whose
cognitively important mathematical characterization is as a dynamical
system. If the physical structure of the network did mirror the semantic/syntactic structure of cognitive states, then the dynamical systems
characterization would not be needed for the understanding of cognition.
So the alternative framework invokes, not intrinsic realization of
structure, but dispositional realization. A dynamical system is an abstract potentiality structure, a complete class of possible temporal evolutions from one total state to another. The structure of the dynamical
system lies in its pattern of potentialities or dispositions. It is this pattern
that is realized in the network - not directly in the physical structure
of the system, of course, but dispositionally, by the network's overall
profile of potential evolutions from one total physical state to another.
The relationship between the top - cognitive - level and the dynamical system that realizes it is also dispositional realization. Since mathematical points have no intrinsic structure, cognitive structure is encoded, not - per impossible - in intrinsic structure, but dispositionally,
in the potentiality structure of the dynamical system. The natural way
to structurally encode semantic information in a dynamical system is
through relative-position relations, on the activation landscape, among
TCS-realizing points. The range of positional relations potentially available to serve this role is enormous. For instance, there are numerous
kinds of distance relations between points: not only overall distance
in n-dimensional activation space, but also the vastly many lowerdimensional distance relations in the various sub-spaces of activation
space. But in addition, there are innumerable relative-position relations
involving the topography of the landscape itself; for example, two
points on the landscape might be position-similar by both being near
the boundary of the same attractor basin. 26
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As we remarked at the end of Section 4, network-realizable dynamical systems can be enormously complex. In principle, dynamical systems
that are dispositionally realizable physically can exhibit vastly more,
and vastly more intricate, abstract structure than is directly instantiable
by intrinsic physical structure in physical systems. Perhaps such structure can subserve the Quinean/isotropic aspects of cognition, even if
(as the considerations in Section 2 suggest) mere intrinsically-realizable
structure cannot.
5.2. Appropriating Some Classicist Principles of Cognitive Design
With these observations in mind, let us now ask about general design
principles that might play a role within the dynamical systems approach,
To begin with, several principles that figure centrally in classicism can
actually be formulated independently of the assumption that cognition
is subserved by computation. Here are four interrelated design features
that are prominent in classicism, but which, we believe, should be
prominent features of any account of cognition.

Structural Encoding of Semantic Properties and Relations
Key semantic properties and relations of total cognitive
states (TCSs) are encoded within the structure of the
mathematical system that is the locus of cognitive design.
Semantic properties and relations are encoded by mathematical properties and relations of mathematical states
that realize those TCSs.
Structure-Sensitive Processing
The mathematical state-transitions that subserve cognitive
state-transitions are determined in part by the mathematical properties and relations that encode semantic properties.
Productivity and Systematicity
There are enormously many potential cognitive states instantiable in a cognitive system, many of which are semantically quite complex. Whether or not the number of TCSs
is literally infinite, it is gargantuan. Cognitive systems are
productive 27 in the sense that new states are produced in
them - many, perhaps most, of the cognitive states that
occur in a cognitive system have never occurred in it be-
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fore. Cognitive systems are representationally systematic in
the sense that there are systematic interconnections among
the contents of the cognitive states they can instantiate.
(Roughly, if the system can instantiate states whose contents are aRb and cRd, then it can also instantiate states
whose contents are cRb and aRd; cf. Fodor and Pylyshyn
1988.) Cognitive systems exhibit processing systematicity,
in the sense that the (potential) evolution of a cognitive
system from each of its potential cognitive states must
be appropriate to the content of that state; and contentappropriate evolution is similarly related to cognitive
structure over vast ranges of content. 2s
Syntax
Among the semantic properties and relations of TCSs that
get encoded mathematically are features like predicating

property P, being about individual i, being conjunctive or
conditional in content, being universally quantificational in
content, and the like - the kinds of semantic properties
and relations that are structurally encoded in the vocabulary and the grammatical structure of expressions in spoken
and written languages. Syntax is the structural encoding
of such semantic features in a productive, systematic, representational system (cf. Horgan and Tienson, forthcoming b, Chap. 5).
Consider some methods that have been studied for encoding constituent structure in connectionist representations, z9 Paul Smolensky
(1990) proposed a method of connectionist representation based on
tensor products. (The tensor product of two vectors, v and w, is the
vector that results from pairwise multiplication of each element of v
with each element of w.) Given a set of vector representations of, e.g.,
words, and a set of vector representations of syntactic roles such as
subject of sentence, verb phrase of sentence, etc, representations of
sentences can be constructed as follows. The representation of a word,
say, 'John', in the role of subject is the tensor product of the vector
representing 'John' and the vector representing the role of subject.
The tensor product representation of the sentence is formed by vector
addition of the tensor products representing each word in the sentence
in its role in that sentence.
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If the vectors representing words and roles meet certain mathematical
conditions, we can 'ask' a network what the subject of an actively
represented sentence is by activating the subject-role vector. It will
respond by activating the vector representing 'John'. Similarly, we can
ask it what 'John' is in the sentence by activating the 'John' vector, and
the subject-role vector will be activated. The same thing can be done
for each word in the sentence, and for each sentence representable
given the roles and vocabulary.
From the dynamical systems perspective this means that the activation landscape is so shaped that when the system is at a point in
activation space representing the full sentence plus the query 'Subject?', it will evolve to a point representing the full sentence, plus the
query, plus 'John'. And it will do likewise for the other words in the
sentence, and for the words of many other sentences, including sentences that had not previously occurred in the system.
Thus, constituency is encoded, not by a part-whole relationship, but
by relative position on an appropriately molded activation landscape in particular, by systematic relations between points that realize sentences and the points that realize constituents of those sentences.
Tensor products provide a very clear illustration of the encoding of
constituent structure by relative position on an activation landscape.
But tensor product representations of complex structures necessarily
involve many more nodes than the vector representations of the constituents of those sentences, making recursion difficult; Jordan Pollack
(1990) developed a method - called 'recursive auto-associative memory'
(RAAM) - for representing recursive structures of arbitrary complexity
in 'fixed bandwidth'. That is, all representations, whether of sentences,
phrases, or words use the same number of nodes; for any node-pool in
which representations are instantiated, each representation is a fully
distributed activation pattern involving every node in the pool. In one
part of a R A A M system, fixed bandwidth representations can be constructed recursively for structures of arbitrary complexity; in the other
part, such representations can be recursively decomposed, thereby reconstructing the representations of the successive sub-structures. Pollack's methods have been used, for example, in a rather successful
parser due to George Berg (1992). 30
R A A M systems are trained up by means of a sophisticated adaptation
of the back-propagation learning algorithm, incorporating what Pollack
calls the 'moving target strategy'. Back-propagation is a method which
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adjusts the weights of the network in the direction of the correct,
'target' output, doing this repeatedly until the network produces the
correct output. With the moving target strategy, in each training epoch,
the 'target' representations, for whole tree structures and for their
constituent sub-structures, are the ones the system itself has developed
in the preceding epoch. The representations thus change along with the
weights in a process of controlled co-evolution. As it learns, the system
gradually discovers appropriate representations. With sufficient training, it converges on a combination of weights and representations under
which the representations of parsing structures and substructures are
recursively recoverable.
In training, the network gets progressively altered at the physical
level via successive changes in the weights on the connections. At higher
levels of description this means that there is a progressive co-evolution
of two interrelated factors. On one hand, the dynamical system itself
is being altered by weight changes; the local topography throughout
the high-dimensional activation landscape is being progressively
molded. On the other hand, because of the moving target strategy,
there is also progressive alteration of the position of representations on
the activation landscape. This repositioning effects a refinement of the
realization relation from intentional states to points on the activation
landscape. The realization relation exhibits increasing systematicity,
coming to reflect, in the way it positions representation-realizing points
relative to one another on the activation landscape, important relations
among the intentional states being realized. The realization relation
and the landscape topography end up 'made for each other', with
respect to the information-processing task the system is being trained
to perform. Thus, the key to the system's design is that the shape of
the activation landscape, and the overall positioning of representationrealizing points on that landscape, work together to subserve the relevant intentional transition function, for a very large class of potential
intentional states.
Berg's parser works equally well on both training sentences and new
sentences (p. 5). Thus, the moving target strategy not only creates
representations of phrases and sentences that the system parses during
training, but also leads to an appropriate representations for sentences
the system has not seen. Molding and the moving target strategy affects
not only the representations actually involved in the training, but a
whole space of potential states and processes.

332

TERENCE

HORGAN

AND JOHN

TIENSON

These simple systems already exhibit encoding of (syntactic) structure
in the mathematical structure of the design system. They exhibit a
degree of productivity. They exhibit representational systematicity; a
sentence can be encoded in the system only if certain other, related
sentences can be encoded. And they exhibit rudimentary - but only
rudimentary - structure sensitive processing; composing and decomposing (representations of) structured objects are structure sensitive processes.
Tensor products and RAAMs encode structure that is internal to the
encoded representations, the kind of structure that is normally called
syntactic. Encoding syntactic structure systematically in the mathematical system at the middle, design level is, we believe, necessary for
systematicity and productivity on any realistic scale. It is not, of course,
sufficient. Representations must undergo content appropriate processes. The encoded structure must function in determining inferences,
problem solving, etc. It remains to be seen whether connectionist networks can be made to use the encoded structured representations in
content appropriate ways.
But perhaps we have already seen the necessary design principles encoding of syntactic structure by relative position in state space, intricately molded state/activation landscapes, and the generation of these
two complementary features via controlled co-evolution (the 'moving
target' strategy). Suppose these same design principles can be harnessed
to accommodate typical central cognitive processes like belief fixation
and decision making. In dynamical systems terms, that would mean,
for instance, that the landscape would be so molded, and the beliefs
and desires so positioned on the landscape, that points realizing relevantly related beliefs and desires would evolve to points realizing appropriate decisions.
Suppose we had a system with a whole set of such relationships,
corresponding to many different kinds of central processes. Suppose,
that is, that we had a network - an artifact, or perhaps a brain physical states of which realize cognitive states. The transitions between
physical states of this network are to be appropriate to the cognitive
states they realize. Epistemic, broadly evidential, considerations lead
to appropriate beliefs. Input and internal states lead to appropriate
output - solutions, answers, actions. And so forth.
The explanation of the content appropriateness of the cognitive transitions of such a system would be as follows. Its total cognitive states
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are realized by points in the state space of a dynamical system, which
in turn are realized by distributed patterns of activity in the total
network. The state space/activation landscape of this dynamical system
is so shaped, and the realization relation between cognitive states and
points in state space so structured (equivalently, cognitive states so
positioned) that temporal trajectories in the dynamical system systematically subserve these content appropriate cognitive transitions. And
hence, the physical network that realizes the dynamical system subserves those cognitive transitions.
Such a system would encode cognitive structure in the mathematical
structure of the middle level design system but not in the intrinsic
structure of states of that system or in intrinsic physical structure. It
would exhibit systematicity and productivity, structure sensitive processing, and we think it is appropriate to say, syntax. 31 Nothing in our
characterization requires that it be simulable by PRL rules, and there
is no particular reason to think it would be. Indeed, in light of the
troubles for classicism we discussed in Section 2, the system's counterfactual profile of cognitive transitions would probably be too subtle
and too complex to conform to any representation-level algorithm.
5.3. Adapting Some Connectionist Principles of Cognitive Design
We turn now to three design principles associated with connectionism
that are often thought to give it an advantage with regard to the
problems perceived in classicism.
Implicit Structural Embodiment of Information
Certain information the system 'knows' or 'believes' or
'has learned' is sometimes accommodated in processing
implicitly, rather than being explicitly represented. (In
connectionist terms, certain information is in the
weights. 32)
Learning as Supplementation and Modification of Implicit
Information
The system learns new information not by storing explicit
representations in memory repositories, but rather by
being 'trained up' via weight changes which change the
potentiality structure of the system. These weight changes
induce the implicit structural embodiment of the new in-
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formation in the system, and suitably integrate it with
other implicit information. Learning may also induce the
capacity to produce explicit representations of new information.
Multiple Simultaneous Soft Constraint Satisfaction
During processing, all explicitly represented information
and all implicit information are operative simultaneously,
in such a way that the system evolves to a stable state
that accommodates all of this information reasonably well.
There is no in-principle limit to the number of constraints
that can be operative at once - explicitly or implicitly.
Consider a network that has been trained up to make a certain class
of 'inferences'. The class of' inferences will be expressible by a generalization. But that generalization need not be active in the system when
it makes one of these inferences, or, indeed, at any time. (This is true
of natural cognizers as well as artifactual networks.) The information
expressed by the generalization can be said to be implicit in the system.
In this sense, the information expressed in the generalization is in the
weights. Its weights have been set, and hence its activation landscape
has been molded, to infer in accordance with the generalization.
Learning thus produces an incline in activation space from realizers
of the antecedent of the generalization to realizers of its consequent,
without necessarily bringing it about that there are points that realize
the generalization itself. Of course, not all information implicitly embodied in the weights is so easily expressible.
Learning names, phone numbers, songs and stories is different.
Learning such things involves acquiring the capacity to actively represent the information acquired. In connectionist networks, remembered
information is not explicitly stored in the form it has when active.
Rather, the weights in the networks are set - its activation landscape
molded - so that the representation will reactivate under appropriate
stimuli.
Thus, even in the case where learning necessarily involves acquiring
the capacity to have certain active representations, it also involves
modifying weights in a way that puts points that realize these representation in certain basins in activation space. There is reason to be hopeful
that these features of connectionist learning will prove relevant to
two aspects of frame-type problems. First, the capacity to reactivate
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representations under appropriate stimuli may explain how and why
relevant information is often readily called to mind. That is, it may
help explain the phenomenon of relevance addressable memory, which
is one aspect of the problem of isotropy.
Second, weight changes alter the whole system; the whole activation
landscape is contorted. When a representation is reactivated after
weight changes, it may be recreated with suitable modifications determined by the new weights. This suggests an answer to the problem of
updating memory when new information is acquired: there is nothing
in memory to be updated; nothing is changed except the weights, and
weight changes bring it about that representations are appropriately
modified when and if they are reactivated.
Let us turn now to multiple simultaneous soft constraint satisfaction.
Having learned to make certain inferences does not mean one will
always make them. There are often many factors bearing on the question of which belief to adopt, and some of these may override the
inference in question. There may be other, potentially conflicting inferences one has learned to make. There may be factors that tend to
cancel the inference in the present instance. That is, the generalizations
that express one's propensity to infer may well be ceteris paribus generalizations.
Learning to make a certain class of inferences produces an incline in
activation space. Activation space is also inclined in the direction of
potentially conflicting inferences one has learned to make. And in many
other directions. So state space is a very high dimensional space with
inclines upon inclines upon inclines. (Think of the disorientation and
contortion of earlier geological strata by rising new land.)
It is helpful here to let our thinking descend to the level of the
physical network. Learning to make a class of inferences means getting
the weights set so that activation of one class of (antecedent) states
tends to bring about activation of corresponding members of another
(consequent) class of states. We might think of the spreading activation
from antecedent to consequent states as cognitive forces. RAAMs and
other kinds of networks suggest that the class of inferences learned may
go well beyond the training set. A slope or incline has been produced
over a whole region of state space.
Suppose a different class of inferences has also been learned, which
lead to different, incompatible conclusions. Suppose, then, that antecedents of both of these classes of inferences are activated at once. Each
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tends to activate its consequent. But being incompatible, let us suppose,
they cannot both be activated at once. There is a competition of the
forces associated with each of the antecedents. One will win out; the
other will be overridden. 33 Where there is competition, there can be
conspiracy; a third activated representation may favor one or the other
of the competitors.
There can be as many cognitive forces competing and conspiring as
there can be active representations in a network, and in a network the
size of a human brain, that may be quite a few. These forces interact
simultaneously, determined solely by activation level and weights. Nothing further goes into determining the evolution of the system. Weights
embody implicit information. So constraint satisfaction simultaneously
respects implicit information as well as all explicitly represented information.
At the physical level, there are interacting forces determined by
activation level and weights. At the level of the dynamical system, there
is a highly convoluted state space with complex, possibly fractal, basin
boundaries. Small differences in activation state can lead to large differences in subsequent activation state, and hence to differences, even
large differences, in cognitive state. If some such description as this is
apt for natural cognizers, it seems unlikely in the extreme that natural
cognizers can be simulated by systems of PRL rules.
What might this picture have to say about the holistic aspects of
cognition? We suggested in Section 2 that projecfibility of predicates is
a Quineian property. Projectibility is a property of classes of predicates
for animals, shapes, metals, etc. - not a property of single predicates.
And it is a property of predicates in one class relative to other classes
of predicates. Projectibility of one class of predicates relative to another
is the propensity to make certain kinds of inferences involving those
predicates. Such propensities involve the way in which state space is
sloped or inclined. What is suggested is that, by virtue of the coevolution of representations and weights, predicates (and sentences of
which they are constituents) are similar with respect to projectibility
because they have gotten positioned similarly relative to the contours
of the activation landscape. 34 Thus, it is not necessary to look up
and compute whether a predicate is projectible relative to another. In
contrast to classicism, in which realization of predicates is arbitrary,
the way in which predicates are realized automatically determines their
inferential relations.
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Learning, in this framework, is modification of an existing activation
landscape - whether or not the learning involves acquiring new beliefs.
This modification must, in general, leave intact existing processes to
which what is learned is irrelevant. New information must be accommodated with minimal distortion of the landscape. Attractors and basin
boundaries must be largely preserved, general inferential slopes retained. 35 Changes that go against the general topology of the activation
landscape would make this difficult. Thus, it would seem, simplicity
(relative to the current system) and conceptual conservatism seem like
natural consequences of the realization of cognitive systems by dynamical systems.
6.

DISCLAIMERS

There is reason to believe that classical, AI-style cognitive science
cannot provide a correct account of human cognition, in particular,
that it is inadequate to deal with the Quineian and isotropic character
of central cognitive processes. Connectionism purports to be an alternative to classical cognitive science. The natural mathematics for characterizing connectionist networks is the theory of dynamical systems. And
neural networks themselves are naturally characterizable as dynamical
systems.
It is clear that networks can encode syntactic constituency relations
and recursive structure nonclassically. If networks are to serve as the
basis for an account of human cognition, they must go on to put this
structure to use in models of central processes like nondeductive belief
fixation and acting for reasons. 36 If the troubles that appear in classicism
are what they seem - in principle limitations to that approach - then
successful models will not be simulable by systems of PRL rules (for
then the same difficulties would recur).
In this paper we have been sketching a framework in terms of which
to understand how the dynamical systems character of a network or a
brain might be important for its being a cognitive system. The basic
idea is that the cognitive system is determined by the shape of the
activation landscape of the dynamical system and the positioning of
total cognitive states on that landscape - specifically, (i) weight changes
mold the activation landscape of the network - thus having effects
beyond a training corpus; (ii) semantic/syntactic structure can be encoded by relative position on an activation landscape and (iii) represen-
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tations can be strategically placed on the activation landscape - the
'moving target strategy'. Thus the realization relation as well as the
activation landscape is structured in learning.
We have sought to understand cognitive systems as dynamical systems, and thereby to understand how networks (including naturally
occurring networks) can subserve cognition. We do not necessarily
mean to suggest, however, that thinking about individual networks in
terms of the specific, unique, dynamical systems they realize will or
should play a significant role in the thinking of researchers constructing
models. The dynamical systems underlying cognition may well be too
complex for that. Even when one has a successful model, it may not
be possible to understand its success as a model in terms of the precise
mathematical details of the specific dynamical system it realizes. It is
more likely that general and qualitative dynamical-systems ideas will
be more fruitful; this involves viewing an individual network as belonging to a certain class of dynamical systems, a class whose members
share some important dynamical features (cf. Kaufman 1990).
We also do not want to suggest that the ideas we have mentioned in
this paper, nor dynamical systems ideas in general, can be the whole
story. We will mention two essential features of human cognition that
are not directly addressed by the ideas mentioned in this paper.
One of the important things that syntax must do is determine logical
relations among representations. Validity, contradiction, and so forth
are, of course, relations, not processes. Respecting deductive relations
in belief fixation does not imply that there is only one possible outcome.
(One person's modus ponens is another person's modus tollens.) Thus,
for the framework we have been sketching, there are two questions to
answer. How do or can relations of relative position on an activation
landscape determine such formal relations as contradiction and validity?
And how can these relations be used in cognitive processing? The
dynamical systems ideas we have discussed in this paper do not help
with the first of the questions in any direct or obvious way, as far as
we can see, nor therefore with the second either.
Second, human beings can correct their own cognitions, Including
their intuitive non deductive reasoning processes (among other things).
This means - it would seem - that they must have second order
representations. They must be able to represent (and evaluate) their
own internal states and processes, and modify their processes accordingly. Again, dynamical systems ideas do not help us in any straightfor-
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ward way to understand how this can be done. In general, the idea that
cognitive systems are dynamical systems may help us to understand
how cognitive systems can be physical systems. But it does not save us
from thinking about the cognitive level qua cognitive.
Finally, we do not want to be taken to have anything against research
in the classical paradigm - past, present, or future. The classical paradigm is, and very likely will remain, essential for thinking about the
cognitive qua cognitive. Much that is essential to cognition has been
studied with success in the classical paradigm, including the role of
second order representations just mentioned. All of this must be adopted and incorporated into any alternative paradigm. In over three
decades of work, a very sophisticated set of conceptual tools has evolved
in the classical paradigm. 37 This, too, must be adapted or reinvented.
Moreover, research in the classical paradigm is often the best way to
understand specific problems. Trying to program a computer to solve
a problem or perform a task embodies - really embodies - the ideal
of explicitness that is one of the great virtues of the analytic tradition
in philosophy.
Our only quarrel with the classical paradigm is that we do not think
it can give us an empirically adequate understanding of the nature of
the mind. We have been trying to understand what an alternative might
be.

NOTES
* This paper is thoroughly collaborative. Order of authorship is alphabetical.
1 Mart labels the top level 'the theory of the computation'. This is ambiguous, between
what is to be computed and how it is to be computed. Clearly what Marr has in mind
for the top level is the specification of and assessment or justification of the function to
be computed. How it is computed is to be determined at the middle level - the level of
the algorithm.
2 The commonly heard term 'tractably computable' is vague and perhaps also somewhat
context dependent. But it is not so vague that it cannot do useful work. 'Tractable', in
such contexts, means something like capable of being done, or humanly do-able. In
different contexts this amounts to computable with roughly the order of computational
resources of the human brain, computable by physical devices humans are likely to be
able to construct, etc.
It is clear that tractable computability, and not computability in the mathematical sense,
is at issue, since classical cognitive science is concerned with how human cognitive systems
work. There are infinitely many computable functions that are not tractably computable.
Consider, for example, any googolplex of unrelated pairings. (A googolplex is 1 followed
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by 10 to the lOOth 0s.) The difference between infinite and finite but huge is unimportant
for cognitive science.
3 We are not here assuming that classicism is committed to cognitive transitions that
are deterministic. Classicists can, and often do, provide for norldeterministic cognitive
transitions, by building nondeterministic 'dice throws' into the underlying algorithms.
The notion of a cognitive transition function can be understood so that the CTF need
not be deterministic. A CTF could be a simple indeterministic function, one that pairs
at least some TCSs with a set of several allowable successor-TCSs. Or it could be a
probabilistic function that pairs each TCS with a probability distribution over potential
successor-TCSs. The operative notion of 'computing a function' needs to be understood
accordingly (cf. Horgan and Tienson, forthcoming b, Chap. 2).
4 The term 'computation' is vague. Some researchers seem inclined - not necessarily
inappropriately - to use the term considerably more broadly than we do here. But the
sense specified in the text is surely the sense of 'computation' relevant to discussions of
classicism. If, for example, there are physical systems - connectionist networks, or human
brains, perhaps - at effect transitions that do not correspond to a computable function
(in the sense of the Church-Turing thesis), what they do is not computation in the
classical sense.
s Cf. Fodor and Pylyshyn (1988). They assume that insofar as connectionism purports
to provide an alternative to classicism (as opposed to an implementation architecture for
the classical view of the mind), it would involve computational processes that are not
sensitive to syntactic structure of representations (perhaps because the representations
being manipulated don't even have syntactic structure). They argue that the prospects of
this view for accommodating the semantic coherence of thought are very bleak. We agree
about the bleak prospects for computation that is not sensitive to syntactic structure. But
Fodor and Pylyshyn do not consider the kind of alternative to classicism we describe
below.
6 However, syntactic structure will need to be construed very differently than within
classicism (ef. Section 5).
7 In earlier writings, like Horgan and Tienson (1988, 1989), we called our position
'Representations without Rules', by which we meant this: representations with languagelike syntax that are subjected to syntax-sensitive processing, without this processing's
conforming to programmable representation-level rules. We have found ourselves rather
widely misunderstood, however. The most common misunderstanding is to construe
'without rules' as meaning 'without explicitly represented rules'; but that's not the point
at all, because (as noted already) a classical system can perfectly well, via suitable hard
wiring, execute an algorithm without representing the rules that constitute that algorithm.
The second most common misunderstanding is to construe 'without rules' as meaning
'without deterministic rules'; but that's not the point at all either; for (as remarked in
note 3), classicism can perfectly well allow for nondeterministic rules that constitute an
algorithm for computing a nondeterministic cognitive transition function.
s Such a belief is itself quite problematic; what kind of memory search supports a current
belief that no nonblack crows have been observed? But let it stand.
9 Classical programs that take for granted projectibility (or anything that implies projectibility), whatever else they might accomplish, cannot solve the problem that Fodor is
raising for classicism.
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10 This section is largely adapted from material in Section 3 of Horgan and Tienson
(1992a).
11 Some dynamical systems, including many that have been studied in physics, evolve in
accordance with relatively simple laws, typically involving global states of the system.
Usually such laws are expressed via differential equations, or difference equations if
discrete time-steps are involved. But it is very important to appreciate that in general, a
dynamical system need not conform to such laws, and in particular, connectionist networks need not conform to simple update-rules expressible over global activation-states.
12 There are biphc~ic dynamical systems, characterized by periods of relative stability in
which the system is in nonrepeating orbit about a ('transient') attractor, punctuated by
bursts of irregular activity resulting from stepping outside the basin of the attractor.
13 Learning is also typically construed as temporal evolution of a connectionist network
through a state space. When the issue is learning as opposed to processing, however, the
weights on the network's connections are viewed as malleable rather than fixed; learning
involves changes in the weights, constituting a trajectory through weight space.
14 In principle, a cognitive system might be mathematically describable both as executing
an algorithm and as a dynamical system. This would be so, for instance, for a connectionist
network that was functioning as an 'implementation architecture' for a classical system.
But the dynamical systems subserving human-like cognition need not execute any algorithm over representations, i.e., need not conform to programmable representation-level
rules. They need not do so even if the CTF happens to be tractably computable; and
they cannot not do so if the CTF is not tractably computable. For further discussion see
Horgan and Tienson (forthcoming a).
15 There are on the order of 1020 English sentences of 20 words or less. For most of
these there is a potential corresponding thought, and potential thoughts far outstrip
sentences because of our ability to make relevant discriminations that we lack linguistic
resources to describe. For comparison, there are 101° or so neurons in the human brain,
and there have been around 1007 seconds in the history of the universe.
16 Even if a cognitive system's CTF is not tractably computable, it is still possible that
the CTF is specifiable by some set of (nonsoft) psychological laws that are general in
scope and lack psychology-level exceptions. (There are many systems, governed by
general and exceptionless laws, whose temporal transitions are not computable - e.g.,
three-body Newtonian mechanical systems.) The framework we are describing here does
not officially preclude such laws; and to the extent that human psychology involves them,
cognition cannot be subserved by computation. On the other hand, the alternative
framework also is not committed to such laws either. For various reasons we ourselves
doubt very much that there are any; cf. Horgan and Tienson (1990, forthcoming b).
17 In general, some points in activation space will realize several different representations
at once; i.e., the full set of coordinates of a particular point will simultaneously satisfy
the (partial) coordinate-specifications given by several different activation vectors, each
of which has a distinct representational content.
18 On many realization schemes, various different but relevantly similar vectors (e.g.,
vectors all involving the same set of nodes, with a specified proportion of those nodes
having activation levels above a specified activation threshold) will count as instances of
the same representation. This is a further source of multiple realizability.
19 Remember: PRL rules refer solely to the structural aspects of representations that
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play representational roles themselves. Rules for computing a network's activation transitions do not necessarily meet this condition - especially if all representations are 'distributed', so that activation values of individual nodes have no representational content by
themselves.
zo One can view a network more abstractly, as a mathematical object - analogous, for
instance, to a Turing machine - that is to be physically embodied somehow or other.
From within the tri-level perspective we are adopting here, however, even this more
abstract construal of the notion of a network is still probably best viewed as belonging
to the implementational level of description; i.e., the mathematical network is an abstract
implementation of the dynamical system that subserves cognition. (There can be sublevels within the main levels, which makes it somewhat arbitrary where one draws the
boundaries between the main levels themselves (cf. Horgan and Tienson, forthcoming
b, Chaps. 2, 12.)
22 A fractal structure, roughly, is one exhibiting infinitesimal micro-complexity: complex
micro-structure is present at all degrees of magnification, ad infinitum. There are numerous recent books discussing dynamical systems, intended for a general audience and
highlighting dramatic recent developments involving chaos and fractals. See, for instance,
Gleick (1987), Stewart (1989).
2z Since the rules for activation updating and transmission apply locally in a connectionist
network, a difference/differential equation for temporal transitions of global states of the
network will generally be very complicated, with the entire structure of the network 'built
into' it.
23 Because there may be several layers of mathematical implementation - 'virtual machines' - between the design (algorithm) level and the level of physical realization, things
are in fact messier than this simple picture suggests. But it is central to classical theorizing
that the constituents of syntactic structure be in some robust way physically present. See
Fodor and McLaughlin's (1990, p. 297) complaint against a proposal by Paul Smolensky
to build syntactic structure into connectionist representations using the tensor-product
operation: "the c o n s t i t u e n t s . . , typically aren't 'there', so if the causal consequences of
tokening a complex vector are sensitive to its constituent structure, that's a miracle".
(We briefly discuss tensor product encodings in Section 5.3.)
24 Though on the classical view we can say that cognitive structure of a cognitive state is
realized by the intrinsic structure of the physical state that realizes it, note that we can
say this only in virtue of the role this physical state plays in the whole physical system that
realizes the cognitive system. (The whole physical system realizes an abstract computing
machine.) So even in classicism, although cognitive structure is realized locally and
intrinsically, its supervenience base is at least the whole (machine-realizing) physical
system.
25 Or more generally, by attractors (Section 3), as a referee has reminded us. For ease
of exposition, we wiIl stick to points in the text, but the general case should be kept in
mind.
26 We remarked earlier that TCSs might be multiply realized by points on the activation
landscape. Such multiple realizability is quite compatible with the structural encoding of
semantic information via relative-position relations among TCS-realizing points on the
activation landscape. But in a sophisticated cognitive design the class of points in activation space that realize any given TCS is likely to be relatively small in comparison to
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the class of points that do not, for three interrelated reasons. First, a representational
scheme that assigns a large proportion of the available points to any single TCS will make
very inefficient use of representational resources. Second, sparse distribution allows
subtler relative-position relations among TCS-realizing points. Third, the more sparsely
distributed are the TCS-realizing points on the activation landscape, the greater are the
opportunities for fine-grained topological complexity to play a significant role in Nature's
cognitive design. (So-called 'local' representation in connectionist modeling, in which
individual node-activations are assigned specific contents, is thus quite a bad idea from
the dynamical systems perspective. For any given activation-value of any single node in
an n-node network, the associated class of points in activation space will comprise an
entire (n-1)-dimensional subsurface of the n-dimensional surface that constitutes the
entire dynamical system!)
z7 The term 'productivity' was introduced by Chomsky in the early days of generative
grammar for the capacity of one's (putative) internalized grammar to generate infinitely
many sentences. Fodor and Pylyshyn (1988) use the term similarly for the (ideal) capacity
of human cognitive systems to generate :infinitely many cognitive states. We are using
the term in a more ordinary sense, for the large scale capacity to realize cognitive states
that are n e w to the system, with no implications intended one way or the other concerning
infinite capacity.
28 It can be argued - following Fodor and Pylyshyn (1988), but without their classical
presuppOsitions - that structural encoding of semantic properties and relations, and
structure-sensitive processing, are necessary conditions for productivity and systematicity
on a large scale.
29 We will cite work by Paul Smolensky, Jordan Pollack and George Berg. For more
detailed discussions of the work we mention by these three authors respectively, see the
following papers respectively: Horgan and Tienson (1992b, 1992a, forthcoming a).
3o Berg's parser receives, as external input, a temporal sequence of word-representations,
each of which represents a successive word in an English sentence. It constructs a
representation of the sentence's syntactic structure; and it can recursively decompose this
parse-representation to successively represent the sentence's main syntactic constituents,
then the main sub-constituents of each of these constituents, and so on - down to the
constituent words (cf. Horgan and Tienson, forthcoming a, Section 7.)
3t Some might object to calling relations based on relative position in activation space
syntactic constituency relations, even if they were to reflect relations of semantic constituency in a way that figures centrally in the system's design. We ourselves think that this
usage is indeed sanctioned by the ordinary, pre-theoretical notion of syntax. (Such a
language of thought would be analogous to a highly inflected language like Greek, rather
than to the languages of logic and programming.) But the important question, of course,
is whether the relative-position relations c a n play this role - not whether their doing so
would suffice to sanction calling them syntactic.
32 This does not mean, of course, that particular representational content can be assigned
to any particular weighted connection or set of weighted connections, The information
is in the weights in the sense that it is in the overall dispositional profile - i.e., the
activation landscape - determined by the weights collectively-. With distributed representations, no content can be assigned to individual nodes. So of course, no content can be
assigned to (weights on) connections between individual nodes. Typically, however,
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content cannot be assigned to individual connections even in simple networks with local
representations.
That the information is in the weights also does not mean that this information is
readily expressible, or that it could be expressed in the 'vocabulary' of the network's
explicit representations.
33 Interaction of cognitive forces is necessarily different from the additive interaction of
physical forces. Cognitive systems must settle into cognitive states (and by and large
relevant ones). Most physical states of networks (or brains) do not realize cognitive
states, and in general, a physical state midway between two competing cognitive outcomes
will not realize a cognitive state. Seeing to it that the system consistently settles into
cognitive states is one of the basic things molding of the activation landscape must do.
34 It is the positioning of representations and the shape of the landscape that matters,
not how they got the way they are, We suppose that the shaping and positioning for
natural cognizers is in many ways innately determined, shaped by evolution, and only
fine-tuned by the experiences of the individual cognizer, Activation landscapes do not
come into the world flat.
35 This might involve different positional distribution of TCS-realizing points on the new
activation landscape. Alterations could include both repositioning of TCSs the system
was capable of instantiating before, and also the introduction of new TCSs the system
was not capable of instantiating prior to its learning experience (cf. Freeman 1991).
36 "The ability to represent complex hierarchical structures efficiently and to apply
structure sensitive operations to these representations seems to be essential. Most connectionist researchers accept this, though they expect that this ability may be implemented
in ways that have not been anticipated within the standard symbol-processing tradition"
(Hinton 1990, p. 2).
37 "As I tried to design and construct connectionist models for [natural language processing], I began to reappreciate what nearly 40 years of computer science had built up in
the way of symbol processing languages and architectures" (Dyer 1991, p, 385).
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